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Executive Summary 

• Five datasets identified allowing to start ‘Jülich Challenges’ 
• Suitable external platforms available to host first challenges 
• Expected benefits:  

o solutions for Jülich’s scientific questions 
o attraction of ML and AI experts to Jülich’s data 
o increased visibility as hub for data science and AI 
o increased number of citations 

• Next steps 
o Internal hackathon for feedback and to prepare baseline solutions 
o Public release: Website, communities, journal paper, international workshop 

• Perspective own platform: independence of external providers, increased visibility, option 
to host big-data challenges requiring HPC 

• Needs: 1/2 FTE, 15T€/a publication and travel cost, prize money 
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Summary 
Based on existing experiences in creating, hosting and advertising plant science data 
challenges, we aim at publishing further data challenges and to invent 'Jülich Challenges’ as a 
label for our unique scientific data and according research problems. ‘Jülich Challenges’ target 
ML researchers, or traditional image analysts, looking for interesting data to work on, that allow 
quick results for fast publications. As benefits for FZJ we expect to attract ML and AI specialists 
to our unique data sets, scientific questions and therewith to provide solutions for Jülich-specific 
research questions. This comes with an increased visibility in the fields of ML and AI - across 
domains and within the ML communities.  

In this whitepaper we introduce five data challenges that give an impression of the variety of 
datasets and corresponding scientific questions Jülich can offer: 

• The Plant Phenotyping Dataset and the CVPPP Challenges (IBG-2) 
• The Bacterial Microcolonies Datasets (IBG-1) 
• The Simulated Root System Dataset (IBG-3) 
• The 1000 Brains study dataset (INM-7) 
• The Thermal Barrier Coatings Dataset (IEK-1) 

In order to make these data challenges most attractive and sustainable they are designed such 
that they follow FAIR+ principles. Further, Jülich-related ‘prizes’ such as invitations to dedicated 
Jülich Challenges Workshops and to publish winning solutions in the proceedings of that 
workshop shall be awarded to those who successfully compete in the challenges. 

Challenges shall be hosted on an adequate platform that meets Jülich-specific requirements. A 
review of portfolio and legal terms of existing platforms (external providers), such as Kaggle, 
Codalab, or Ramp indicates that all of them meet basic requirements.  For a quick release of the 
challenges we propose to use one of the reviewed platforms, as suitable.    

As next step we envision an internal data science hackathon, that will provide feedback on the 
proposed challenges and on baseline solutions that should be outperformed in the public 
challenge. After that, Jülich Challenges will be released publicly, presented at a joint website 
and advertised through, both, domain and ML communities and the Helmholtz AI community 
and through an article to be published in a renowned journal. Further, we envision a dedicated 
Jülich Challenges Workshop, preferably in the frame of a renowned ML conference, e.g. ICML 
2021 in Seoul, South Korea.  

Perspectively, to be able to handle challenges with big datasets, we will set up our own Jülich 
Challenges platform. This allows migrating the challenges to Jülich’s computing facilities and to 
integrate into DataLad, an open source software solution for sustainable handling of data and 
code, that is developed at INM-7. This would enable us to collect, train, evaluate, and finally re-
use code submissions at Jülich. 

We are convinced that this work is doable within less than a year, but support for the groups 
involved and for coordinating and maintaining an initial project is necessary. We estimate one 
FTE for half a year for setting this up. However, in order to ensure a sustainable development 
and to take care of implementing further Jülich data challenges, a long-term perspective for this 
position is needed. Additional costs, e.g., publication costs, travel, and prize money in terms of 
travel funds are estimated to 15k€/a. 
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1 Introduction 
Over the last few years the Scharr Group at IBG-2 has had excellent experiences with 
publishing datasets to draw the interest of the computer vision and machine learning community 
to their applications1. This not only led to increased visibility (ca. 3500 downloads and 250 
citations), but most importantly to highly increased accuracy of available solutions to image 
analysis problems – because others worked on them ‘for free’. 

Based on these existing experiences in creating, hosting and advertising plant science data 
challenges, thus data science problems and according benchmark data, we aim at connecting 
other working groups who are interested to follow this concept and in the long term to organize 
a joint workshop and publication on 'Jülich Challenges'. The activity should be seen as an 
investment in the future, which creates both attention and learning opportunities for those who 
participate. We expect that the brand Jülich will support data challenges by drawing attention to 
them, and vice versa. Perspectively, the range of dataset challenges provided should represent 
large parts of Jülich’s research areas.  

‘Jülich Challenges’ target ML researchers, or traditional image analysts, looking for a new 
playing field and new and interesting data to work on, which allow quick results for fast 
publications. 

In order to make Jülich data challenges most attractive and sustainable, we design all 
challenges such that they follow FAIR+ principles, standing for Feasiblity, Amenabiltiy, 
Incentive, Reproduciblity, and Convenience (cmp. Tsaftaris and Scharr, 2019): 

• Feasibility addresses a task to be challenging but solvable, i.e., in general standard 
approaches achieve above chance predictions but more sophisticated methods are 
expected to achieve more precise results.  

• Amenability shall allow to describe the domain specific problem in a way that is easily 
understandable for ML experts, which in general are non-domain scientist.  

• Incentive can be awards, or to offer rapid, visible publication routes for ML researchers, 
e.g. offering a special issue in a suitable journal.  

• Reproducibility in each case is given through ground truth, a well defined splitting of train- 
and test-data, and standardized evaluation procedures. Thus, performance can be 
measured by defined metrics und compared between different solutions.  

• For the sake of convenience data is made available in standard formats together with 
scripts for easy reading and writing. 
 

Challenges shall be hosted on an adequate platform that meets Jülich-specific requirements, 
see Sec. 1. The idea is to offer Jülich-related “prizes” such as invitations to workshops, 
internships, compute time etc. to those who successfully compete in the challenges.  

                                                
1 https://www.plant-phenotyping.org/datasets-impact 
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2 Description of Planned Data Challenges  

2.1 The Plant Phenotyping Dataset and the CVPPP Challenges 
Hanno Scharr (IBG-2) 

This is the plant science dataset we gained excellent experiences with as mentioned in the 
introduction. 

The Computer Vision Problems in Plant Phenotyping (CVPPP) Challenges are based on a 
collection of benchmark datasets in the context of plant phenotyping. We provide annotated 
imaging data and suggest suitable evaluation criteria for plant/leaf segmentation, detection, 
tracking as well as classification and regression problems. Figure 1 symbolically depicts the 
data available together with ground truth segmentations and further annotations and metadata. 
Example images are shown in Figures 2 and 3. The Plant Phenotyping Datasets are intended 
for the development and evaluation of computer vision and machine learning algorithms such as 
(in parenthesis we point to general category of computer vision problems that these datasets 
can also be used for):  

• plant detection and localization (multi-instance detection/localization) 
• plant segmentation (foreground to background segmentation) 
• leaf detection, localization, and counting (multi-instance detection, object counting) 
• leaf segmentation (multi-instance segmentation) 
• leaf tracking (multi-instance segmentation) 
• boundary estimation for multi-instance segmentation (boundary detectors) 
• classification and regression of mutants and treatments (general classification 

recognition) 
The current success of this dataset is based on the FAIR+ principles: We started with leaf ‘multi-
instance’ segmentation and leaf counting, both being still challenging tasks, but hit a core 
research line of computer vision. The problem is amenable by being close to everyday 
problems. As an incentive we regularly organize workshops at major computer vision 
conferences2, giving a quick and visible publication route. Best challenge solutions receive 
honorable mentions and awards. Results are highly reproducible and the challenge is 
convenient to work with, as evaluation code is provided, as well as a permanent challenge 
hosted at Codalab3. 

Further details are provided in Minervini et al. 2015. The exact experimental protocol and 
additional details are given in Scharr et al. 2014.  

                                                
2 https://www.plant-phenotyping.org/CVPPP2019-About  
3 https://competitions.codalab.org/competitions/18405 

Figure 1: Visual representation of the different available annotations 



Jülich Challenges Whitepaper 

Stand: 19.12.2019  Seite 6 von 22 
  

Figure 3: Close-ups of example plants. Top: Young plants with few leaves. Middle: Rosettes with elongated 
petioles (Arabidopsis). Bottom: Compact rosettes with or without rich structure within single leaves (tobacco). 

Figure 2: Example raw images (left) and close-ups showing individual plant subjects (right) of: (top) Arabidopsis 
(Col-0,wild-type), (middle) 5 different cultivars of Arabidopsis, and (bottom) tobacco undergoing different 
treatments. 
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2.2 The Bacterial Microcolonies Datasets 
Katharina Nöh, Christian Sachs (IBG-1) 

This dataset consists of image stacks of growing bacterial microcolonies cultivated in 
microfluidic chip systems and imaged using time-lapse microscopy. Microfluidic cultivation 
allows for precise environmental control, and coupled with time-lapse microscopy, bacterial 
behavior can be analyzed with spatio-temporal resolution. This is of particular importance to 
elucidate population heterogeneity: Even isogenic populations often assumed to react 
homogeneously, actually react heterogeneously to many stimuli, with consequences for 
biotechnological applications or biological understanding. Therefore, a sufficient amount of cells 
need to be analyzed to gather statistically sound results. 

Given we knew exact location and outline of each individual cell we could easily derive single-
cell metrics. Depending on the biological question, the following measures are relevant: 

individual cell area, cell size (width/length), cell count, cell length, colony area (including intra-
colony voids). For this, the exact cell shape must be extracted, which furthermore, can be used 
as a mask for analysis of fluorescence channels, e.g., used for biomarker readout. 

Therefore, bio-image multi-instance segmentation is a core problem in imaging tasks 
involving cells, as it is the first step towards time-resolved single-cell metrics. 

For eukaryotic cells, the problem has been tackled by many groups, and even by a $100,000 
prize money Kaggle competition4. However, for bacterial cells the problem remains a field of 
active research, with many 'conventional' (i.e., non-ML) approaches, along with some recent ML 
approaches; mostly standard approaches not particularly optimized for the problem at hand. 
Particular issues that have to be addressed for the analysis of bacterial cell images can be 
summarized as follows: low signal to noise ratios; limited resolution of cells; dense cell colonies. 
However, coarsely correct results are quickly achieved, even with non-ML approaches, the 
difficulty is achieving high segmentation quality. 

This dataset consists of time-lapse, single channel, 2D image stacks of growing bacterial 
microcolonies, acquired with phase contrast microscopy, using Nikon Eclipse Ti-E inverted 
research microscopes, Andor cameras (different models), and custom built microfluidic chip 
devices (different geometries). We provide image stacks of 100-200 frames, i.e., image series of 
time lapse acquisitions, typically sized 1024x1024 to 2048x2048 pixels. An experiment typically 
consist of 20-100 image stacks, as multiple cultivation chambers are imaged.  

                                                
4  https://www.kaggle.com/c/data-science-bowl-2018 

Figure 4: Examples of the bacterial microcolonies datasets. Left: Raw image data (brightness improved for 
visualization). Images typically show many cells, tight packed, and challenges as phase contrast brightness artifacts 
or imperfect focus. Middle: Ground Truth. Right: Proof-read image, i.e., automatic segmentation, resulting in defects 
in cell shape. 
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For training, testing, and evaluating ML approaches we provide 100 raw image stacks, whereof 
the majority are proofread image stacks, providing the correct cell count, but no pixel perfect 
annotation, and almost 10 ground truth images, encompassing a pixel perfect ground truth 
annotation of about 1300 cells. The latter were segmented with existing tools and hand 
corrected to yield pixel perfect segmentations. Raw data are stored in a proprietary file format 
as Nikon NIS-Elements, i.e., as *.ND2 files. For the sake of convenience they are pre-
processed, such that images and ground truth data are stored as TIFF image stacks. 

The actual challenge, we will offer to the ML community, is the multi-instance segmentation of 
dense bacterial microcolonies. Thus, the task is to pixel-precisely segment every cell in an 
image, such that precise metrics can be extracted. Precise measurements ease later tracking 
steps which compound temporal data. 

For this task non-ML solutions exist, e.g., Ducret et al. 2016 and standard ML approaches 
quickly reach roughly non-ML quality, e.g., Van Valen at al. 2016 and our own work. 

For evaluation we will use standard quality metrics, such as accuracy, precision, recall, F1 
score, Jaccard index, Dice index.  

 

2.3 The Simulated Root System Dataset 
Guillaume Lobet (IBG-3) 
Minirhizotrons are commonly used in root research. They consist of tubes inserted into the field, 
into which a specific camera is inserted to take images at different depths. The resulting images 
contain soil and some roots. For one experiment, it is not uncommon to acquires 10000’s of 
images. Many root scientists are interested in analyzing these root images. 

Typically the following variables need to be extracted from the images: the total number of roots 
and the total length of all the roots. For an automatic estimation of these numbers it is required  
to segment the roots from the images. However, the challenge it that no automated solution to 
efficiently segment the roots from such images exist at this time. Manual solutions are available, 
but they are very time consuming. Technically, the challenge lies in the fact that both the soil 
and root colors change between sampling times and locations.  

For these research questions we will perspectively provide two data sets. The first addresses 
the task of estimating the total number of roots and the total length of all the roots assuming the 
segmentation is already given. This is realized by simulated root systems, allowing for a precise 
evaluation at the same time. 

Perspectively, but out of scope for the first set of Jülich 
Challenges, a second dataset will provide real images 
from minirhizotrons together with its annotations and the 
task is to solve segmentation and analysis at the same 
time. However, this dataset is not yet prepared but will 
be available as Jülich Challenge for a later release.  

Root systems are important actors in the overall plant 
development, growth and ultimately, productivity. In the 
framework of agricultural research, improved root 
systems can help to acquire more soil resources, insure 
a better plant stability of store more carbon in the deep 
soil layers. However, due to their underground nature, 
roots are challenging to measure. 

Figure 5: Example of overlapping roots in 
a root image, leading to underestimation 
of the total root length. 
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For analyzing root images classical measurements are the total root length (the summed length 
of all the individual roots) or the total number of roots. However, as root systems can quickly 
become very complex, root image analysis algorithms are prone to errors (see Lobet et al. 
2017). For plant seedlings, we can assume that existing tools will be reliable, but as soon as the 
plants are several weeks old, the same tools will fail in their evaluation due to increasing root 
overlaps and crossing in the images. 

This challenge focuses on the analysis of root systems, assuming the segmentation already 
given. Therefore we deal with simulated data, i.e., artificial black and white images, having the 
advantage of being (i) easy to generate, both the image and the ground truth and (ii) to be close 
enough to real images such as the algorithms developed for simulated data might be transferred 
without too much trouble. The focus of this challenge is to extract the biologically relevant 
features from these images: (1) the total number of roots and (2) the total length of all the roots. 
Again, both are challenging to extract due to occlusions and overlap of roots within the images. 
As a general rule, for complex root systems, both are often underestimated by root image 
analysis software tools.  

We provide a library of 10.000 simulated plant root systems. For each root system in the 
simulated dataset, we have the whole structure stored in a data file (Root System Markup 
Language, RSML, Lobet et al 2015), a 2D black and white images (jpg, grayscale, 300 DPI, size 
between 1500 x 4700 px and 110 x 2100 px) of the root system, and the ground truth data (e.g. 
total length, number of root, etc.). The library was created using the model archiSimple (Pagès 
et al. 2013.) and is available on Zenodo5 (Lobet et al 2016, Lobet et al. 2017).  

The challenge that we will offer to the machine learning community will be to extract  
1. the total root length and  
2. the total number of roots in each image. 

We regard this as a feasible task, as ML approaches have already been proven to be good at 
detecting individual plant features, such as root apexes [Pound et al, 2017] (Figure 6). However, 
this was done for young plants, with relatively small number of roots. With larger plants (Figure 
7), detecting all the tips can be challenging 
as root are overlapping. In addition, 
detecting the tips does not directly provide 
information about the total root length. 

The library already provides all the needed 
data for the evaluation. Groundtruth is 
stored in a CSV format. An evaluation 
pipeline in R is provided in the example 
folder. Each root system architecture is also 
stored in a RSML file, for which several 
analysis tools exists6.  

As quality metrics we use r-squared and 
mean relative error for a standardized 
evaluation. These exist in many 
implementations (including our own) and 
could be connected with minimal effort to a 
web-based automated evaluation tool for 
ranking user's submissions. 

                                                
5 https://zenodo.org/record/208214 
6 rootsystemml.github.io 

Figure 6: Example of extracted variable from a 
simulated root system image. A. The original image. 
B. The detected tips, a proxi often used to count the 
roots. C. The root skeleton, used to compute the 
total root length. 
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Figure 7: Examples of root images from the library generated using the archiSimple model. 

 

 
Figure 8: Localization examples. Images showing the response of our classifier using a sliding window over each 
input image. (a ) Three examples of wheat root tip localization. Regions of high response from the classifier are 
shown in yellow. (b) Two examples of wheat shoot feature localization. Regions of high response from the classifier 
for leaf tips are highlighted in orange, leaf bases in yellow, ear tips in blue, and ear bases in pink. A portion of the 
second image has been zoomed and shown with and without features highlighted. (from Pound et al. 2017) 

 

2.4 The 1000 Brains Study Dataset 
Susanne Weis (INM-7) 

In Neurosciences, understanding the origin of individual differences in character traits, cognitive 
performance, or pathological variations and their relationship to brain connectivity patterns is of 
fundamental interest and importance. ML approaches offer the opportunity to study associations 
between functional brain organization and phenotypical traits like sex and age (biological 
factors) as well as cognitive performance (psychological factors) by examining how accurately 
such traits can be predicted from brain connectivity patterns. Above chance prediction is 
possible with relatively basic ML approaches, however, the challenge aims at significantly 
increasing these accuracies.  

In the context of the “1000 Brains Study” (Caspers et al 2014), amongst other data, Resting 
State fMRI Data was acquired from almost 1000 participants. During Resting State fMRI data 
acquisition, participants kept their eyes closed and were instructed to let the mind wander 
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without thinking of anything in particular. It has been suggested, that such Resting State Data is 
most suited to study individual differences in functional brain organization. 

For each of the 941 participants (512 males, age range: 18 – 88, mean age: 62.8 years), 300 
brain volumes were acquired, each consisting of 64 x 64 x 36 voxels (volume elements coded 
as gray values). The grey values in each voxel represent the regionally specific change in blood 
flow within the respective brain areas, which is taken as in indirect measurement of neural 
activation in that area. One whole brain volume was acquired every 2.2 seconds, i.e. 300 brain 
volumes across the whole scanning session which lasted for 11 minutes. The voxel-wise time 
series across the 300 brain volumes can be used to define the “Whole Brain Connectome”, 
signifying the pattern of interactions between different brain regions, by computing correlations 
between either all voxel-wise time series or between averaged time series in larger brain 
parcels defined on the basis of brain atlases, which subdivided the whole brain into a certain 
number of regions (so-called “parcels”).  The resolution of the brain atlas defines the complexity 
of the dataset, with typical values ranging between k  = 400 - 600 brain parcels, resulting in k*(k-
1)/2 brain connections. These connectivity features, i.e. the subject specific way in which 
different brain regions interact while the participant is passively resting in the scanner, are used 
as features for predicting phenotypical data like Sex. 

Data is given as MATLAB .mat files, containing connectivity matrices at several resolutions (k \in 
{200, 400, 600} brain parcels or voxel wise connectivity) for 941 participants, with data size 
depending on resolution, e.g., about 1 GB for 900 participants at k = 400 brain parcels 
resolution. 

 
Figure 9: Middle: Brain activation time courses are extracted from a certain number (n) of brain regions. Right: 
Pairwise correlations between these brain regions are computed, resulting in a n x n connectivity matrix. 

 
Figure 10: Subject specific matrices are used as features for training a model to predict the sex (or other phenotypical 
traits) of the participant.   
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The problem is feasible; it has been shown that standard ML approaches achieve above chance 
predictions: For example, predicting sex on the basis of connectivity features from k = 400 
parcels employing non-linear SVM achieved roughly 60% accuracy. More specialist methods 
are expected to significantly improve these results. 

For evaluation we provide true labels, which allow to measure percentage of correct 
classification for categorical labels like sex as well as correlation between actual and predicted 
labels for continuous labels like age.  

 

2.5 The Thermal Barrier Coatings Dataset 
Daniel E. Mack*, Olivier Guillon, Robert Vaßen (IEK-1) 

Thermal barrier coatings (TBC) protect components in the hot section of gas turbines against 
extreme temperatures and are an indispensable technology for increased turbine efficiency. The 
reliable estimation of spallation lifetimes of TBCs is a crucial factor for the exploitation of 
benefits from those protective coatings.  The resistance of thermally sprayed TBC coating 
systems (typically a metallic sub layer plus a ceramic top layer) against cracking and spallation 
depends in the first instance on the mechanical properties of the ceramic layer as well as on the 
morphology of the interface to the metal. 

The mechanical properties of the ceramic top coat layer as well as interface morphology can be 
correlated to some extend to microstructural parameters which are accessible by image 
analysis as, e.g., porosity, crack density, size of splats (irregular shaped particles), inter-splat 
adhesion or roughness, density of undercuts, dimension of asperities, respectively. 

In part, this has been used in literature to digitize porous microstructures with subsequent finite 
element modelling (FEM) of macroscopic properties [Langer04, Casu08]. A drawback of this 
approach is the need for input on various scales of the composite microstructure and the high 
computational effort needed for the scale bridging simulation of properties. As an additional 
matter of fact, already minor variations in the coating microstructure can have a major impact on 
the mechanical properties of the TBC system, although the exact interrelationships have not yet 
been clarified. So far the correlation of mechanical properties and/or microstructural features to 
coating performance is available only from simplified analytical models or from empirically 
derived models [Trunova08]. Therefore, the assessment of TBC coating performance still relies 
on extensive testing as, e.g., in burner rig facilities (a cyclic test under thermal gradient 

Figure 11: Cross sectional SEM images of a thermal barrier coating system (right) which is typically applied to 
components used in the hot section of modern gas turbines (left). 
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conditions close to operation). A direct link from the analysis of complex microstructure to 
spallation life performance is obviously missing yet. 

The dataset is given by 2D images showing the microstructure of the ceramic thermal barrier 
coating layers plus independent numerical lists and index data describing the morphology and 
the manufacturing conditions of the TBC systems. The 2D images are acquired by scanning 
electron microscope (SEM) on metallographic cross sections (destructive analysis) of ceramic 
reference specimen. For each experiment, 17 images at magnifications of 2000x and 500x are 
provided as 8bit single-channel “tif”-format. Additional numerical lists describe pore size 
distribution, metallic substrate interface roughness profiles and layer thickness of the different 
TBC systems. This data is obtained by physical analysis as, e.g., mercury intrusion porosimetry 
or confocal laser profilometry. Finally, numerical index data is provided describing the powder 
feedstock and processing parameters used in the manufacture of the coatings. A database of 
full datasets from 20 different TBC systems is provided as a zip-container together with a 
Jupyter Notebook to load the structured datasets. Ground truth of spallation lifetime is available 
by the number of cycles to failure (CtF)  observed in real burner rig testing. 

The challenge aims at the estimation of the spallation lifetime in cyclic thermo-mechanical 
loading from a limited set of microstructure images and morphological data which can be 
acquired with affordable effort even in industrial environment. Its difficulty lies in the fact that 
important mechanical properties of the TBC system can only be deduced from correlation of 
features of the composite microstructure. The challenge targets ML researchers and traditional 
image analysts. The performance measure to evaluate will be the difference between predicted 
and measured lifetime (CtF). 

 

 
 
 
 
 

  

Figure 12: Cross sectional SEM images of ceramic coating layers from different TBC systems (left and upper right) 
with associated pore size distributions derived by mercury intrusion porosimetry (middle) which are part of the 
provided datasets. Spallation lifetime in burner rig testing (CtF) of corresponding TBC systems is indicated for 
reference in the lower right. 
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3 Jülich Challenges Platform 
At the heart of any challenge is the dataset. In order to make it productive, however, any 
challenge dataset(s) and problem need to be embedded in a technical and organizational 
framework. This section therefore discusses the proposed workflow for Jülich Challenges, the 
requirements for an adequate challenge platform and promising examples of such platforms.  

3.1 Description of a Jülich Challenge Workflow 
A data science challenge typically has two parties:  

• an organizer, hosting the challenge, providing the data and according scientific problem, 
and managing evaluation, leaderboard, and awards 

• participants, attracted to the data and the according data science problem, using the 
data, competing against other participants and thereby providing better solutions for the 
given scientific problem. 

Further, in a data challenge setting typically there exist two different data sets: a training data 
set, on which ML models are trained, and a test set, on which models are evaluated. Both 
datasets have to be disjunct but belonging to the same sample space, e.g. images from the 
same type of experiment. Further, for both data sets ground truth, i.e., annotated images or 
class labels, have to be available, in order to evaluate the models by comparing their results to 
ground truth. We call these sets labelled training and test set, respectively. 

 
Depending mainly on the size of the dataset, different options are available to organize a 
dataset challenge (see Figure 13): 

1. For small datasets, both, training and test data can be made available to the participants 
as a download, but without ground truth information on the test set. Participants train their 
algorithms on the labelled training set, run the model on the test set and upload their 
results. The organizer then performs the evaluation, i.e. an estimation of predefined 
evaluation metrics based on comparison of results with known ground truth information, 
and publishes according result on a leaderboard. 

Figure 13: Flow-Chart for handling data challenges. 
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2. For large datasets, the organizer only provides some labelled training data to the 
challenge’s participants as a download (enough to allow the design and/or preliminary 
training of a ML model), but not the full, large training and test dataset. The large dataset 
remains with the organizer, to whom solutions are sent. The organizer computes quality 
checks on the solution and trains them when of high enough quality, e.g., using its own 
large computing facilities. This workflow opens up several options: 

2.1. Submission of trained ML models: 
If the only the test dataset is too large to copy, participants can still fully train their 
model and submit it to the organizer.  Organizers then run this model on the large, 
labelled test data, and perform the evaluation. 

2.2. Submission of pre-trained ML models:  
Participants pre-train their ML model on labelled training data and upload the pre- 
trained model including code and training algorithm. Quality checks can be simple 
performance tests. Organizers then train and run this model on the large, labelled 
training and test data, respectively, and perform the evaluation. 

2.3. Submits an untrained ML model / develops solutions where the data resides:  
Participants design their solution to the given problem, inspecting few labelled 
training data. But, instead of a trained model they upload only the code providing 
ML model and training algorithm as their solution. The model is then fully trained 
on the organizer’s side using an (adequately large) training dataset. This may be 
computationally expensive. The resulting, trained model is then run on the labelled 
test data and an evaluation is performed. This option results in fair benchmarks by 
executing submitted code in the same condition for all participants. 

Options from top to bottom require increasing computational resources. However, depending on 
the dataset size it might be impractical to provide any data at all for download. For that we have 
to think of a further option: 

3. Participants are allowed to work, i.e., to develop their code, directly on a platform that can 
handle big data, e.g., HPC systems at JSC. They then submit their solution and training, 
testing, and evaluation are done on the organizer’s side as before. 
 

3.2 Requirements for a Data Challenges Platform 
By taking the described workflows into consideration, we formulate requirements for a platform 
to host the Jülich Challenges. The implementation of the challenge should minimize work by the 
challenge organizers through a high degree of automation whilst offering simple access and a 
convenient work environment for organizers and participant Platforms should provide: 

• Webpage as entry point, presenting the challenge and its rules 
• User management, i.e., participants accounts (to keep track of data use) 
• Sufficiently large data storage and interfaces for 

o downloading datasets 
o downloading tool packages, e.g., pre-written interfaces to read data and for 

standardized evaluation 
o uploading data (results), models, or code, e.g., via Git 

• Sufficient computing capabilities to run various scripts for 
o evaluation of uploaded results on test dataset 
o training of ML models on (probably large) labelled training sets and evaluation of 

results  
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• Leaderboard: Rank evaluation results and provide a list of performance metrics per 
submission. This way, inform the participants quickly about the quality of their solution. 

• Statistics on participants, download and upload rates, evolution of proposed solutions: 
This way, allow for easy generation of reports. 

• Perspectively: Versioning of datasets and results based on them, i.e. provenance 
tracking over the whole lifetime of the challenge. This allows updating and fine-tuning of 
data for long-term challenges, a typical requirement for Jülich’s domain-specific data 
sources. 

• Perspectively: Access to HPC systems to train Deep Learning models on BigData 
scenarios. 

 

3.3 Existing platforms 
3.3.1 Kaggle 
Kaggle [www.kaggle.com] is the leading online platform for data science competitions, most 
commonly used, well known and accepted. Also companies post challenges looking for machine 
learners to compete to build the best algorithm. Winning solutions are often awarded high 
financial prizes (up to a million dollars). Thereby competitions are structured by demand and 
significance, the latter mostly measured in terms of prize money. Kaggle provide Playground, 
Getting Started, Research, or Featured Competitions. These range from entry-level problems to 
full-scale machine learning challenges which pose difficult, generally commercially-oriented 
prediction problems and attract some of the leading experts in the field. 

Besides ML competitions, so called Kaggle Kernels provide a cloud-based workbench for data 
science and machine learning which allow to share and analyze code. Further a public datasets 
platform allows to share datasets with each other independent on a concrete challenge.  

Submissions on Kaggle competitions are made through Kaggle Kernels, through manual upload 
or through a Kaggle API. For most competitions, submissions are evaluated and scored 
immediately and ranked on a live leaderboard. Kaggle provide computational resources to 
evaluate submitted results and to run scripts on GPU or CPU using so-called kaggle 
notebooks.7 However, evaluation of submitted solutions is based on labeled data and not on 
the code itself, thus submission of code is not required. 

Kaggle also offers a free educational platform, Kaggle In Class, to run academic machine 
learning competitions. Finally, Kaggle hosts recruiting competitions in which data scientists 
compete for a chance to interview at leading data science companies, which further increases 
its impact and publicity. 

3.3.2 Codalab 
Codalab [https://codalab.org/] is an open source framework for running data science 
competitions and probably the best known alternative to Kaggle. They also provide an online 
platform for hosting challenges with limited resources and compute capabilities. The 
distinguishing feature is probably the open source project, allowing to setting up own Codalab 
instances, customized for very special dedicated projects. 

The framework allows for result or code submission, as described above. They also allow to run 
scoring programs returning numeric scores, which are displayed on a leaderboard where the 
performances of participants are compared. 

                                                
7 Technical specifications are given at www.kaggle.com/docs/kernels#technical-specifications. 
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Using the public Codalab instance, there is no need for own workstations or servers. This will 
work for small datasets and represents the easiest challenge setup. As a downside, this 
approach allows no code submission. 

If a challenge needs extra computational power to process participants’ submissions, dedicated 
servers (“compute workers”) can be added to the backend of the public Codalab instance. 
Finally, customized instances of Codalab can be run on dedicated servers. Adequate 
manpower, compute power and storage for setting up and managing these instances 
must be available on the organizers’ side. 

Codalab has its origin at University Paris-Saclay and is now administered by CKCollab and LRI 
(Laboratoire de Recherche en Informatique,  the Laboratory for Computer Science at Université 
Paris-Sud). 

3.3.3 Ramp 
Ramp [https://ramp.studio/] is a platform for collaborative data science challenges at Paris 
Saclay, which can be used as joint development platform in a classroom, as an internal tool for 
prototyping in a data science team, or to launch a data challenge. Ramp challenges are typically 
set up in two phases: 1) a competition phase, where participants try to solve a challenge and to 
outperform other solutions and 2) a collaborative phase, where participants are encouraged to 
jointly improve or even combine provided solutions to come up with the final best model. As in 
Kaggle, scores are displayed on a leaderboard. Different from Kaggle, ramp challenges require 
to upload solutions in terms of code, such that training and evaluation of ML models is 
performed at ramp’s computing facilities (in fact, as a research project, they have free access to 
amazon’s cloud computing facilities). The collaborative character of that platform naturally leads 
to open source code and accelerates the development process. 

3.3.4 AIcrowd 
AIcrowd [https://www.aicrowd.com/] emerged from the data challenges online platform Crowdai, 
which was built by EPFL (École polytechnique fédérale de Lausanne) and is now going offline. 
Interestingly, the origin of crowdai lies in a PlantScience Challenge. AIcrowd is a startup 
providing an online platform for data science challenges. Information about technical details is 
rather small, but they seem to meet (almost) all requirements für Jülich Challenges, including 
automated evaluation, leaderboard, discussion forum, and code upload. However, it is not clear 
whether submitted solutions are evaluated on the basis of results, or on the basis of code the 
organizers can run on datasets. And, their terms of the challenges state that only those 
participants who make their code available (via Gitlab) will be evaluated. They have already run 
5 challenges at this year’s NeurIPS. In line with our idea of Jülich Challenges, awards, which 
are typically offered for AIcrowd challenges, revolve around invitations to 
workshops/conferences with travel grants. In contrast to Kaggle, challenges are hosted at 
servers in Europe. Since this is still a young, new, small team, it should be possible to contact 
the team to clarify technical requirements and to obtain support. 

3.3.5 Other platforms 
There are many more platforms related to data science or ML challenges. So far, we listed 
those that might be relevant for Jülich Challenges. Just for the sake of completeness, we also 
mention the following services, that are also regularly mentioned in that context. 

Zenodo [https://zenodo.org/] is a general-purpose open-access repository for scientific data, but 
also for code, publications, and other digital data. It integrates GitHub which allows to cite data 
by attaching a persistent digital object identifier (DOI), i.e., each publication (of any digital data) 
is attached with a citable DOI. Further it integrates ORCID, and provides user statistics and 



Jülich Challenges Whitepaper 

Stand: 19.12.2019  Seite 18 von 22 

different licensing options. Publishing data via Zenodo makes use of existing, external 
infrastructure, thus, there is no need for own server solution. Zenodo is EU funded and hosted 
by CERN. However, it is not meant for hosting actual challenges as there are no automatic 
evaluation tools, nor user or participants management. 

CrowdANALYTIX [https://www.crowdanalytix.com/community] is a more industry related 
service that converts business challenges into analytics competitions, typically offering prize 
money. 

DrivenData [https://www.drivendata.org/competitions/] offers data science competitions for 
social good. They also provide user management and an automatic leaderboard. However, 
evaluation is based on submitted solutions, solely. There is no code submission foreseen. 

TunedIT [http://tunedit.org/challenges] provides another interesting online platform for 
education, research, as well as industrial data science challenges. It is a Uni Warsaw Project, 
supported by enbis (European Network for Business and Industrial Statistics). They provide 
automated tests and live leaderboard. However, they support Java as programming language 
for new algorithms and evaluation procedures solely. 

3.3.6 Summary on data challenges platforms 
From our point of view, the reviewed platforms fulfill all basic requirements. Kaggle and Ramp 
even providing limited computing resources, probably enough for the beginning.  

Due to Kaggle’s popularity8 lots of challenges are online, sometimes offering huge prize money. 
It will be difficult to generate visibility of a particular Jülich challenge on Kaggle. As Kaggle is 
owned by Google since 2017, we discussed potential data security issues with department 
Legal Affairs and Patents (contact person Bianca Spengler). To summarize, Kaggle can be 
used to organize competitions to solve Jülich Challenges from a legal point of view. E.g., they 
collect some data, including personal data of the user, but apart from the name and email 
address, no other information of the user is required. Also Codalab and Ramp seem to be 
uncritical as far as legal aspects of data protection and licenses are concerned. These platforms 
even offer advantages wrt. the later use of submitted solutions and open source aspects. 
Further, both are located at French universities and can therefore be expected to be subject to 
French and not American law. As all platforms are acceptable for legal reasons and offer what 
we require, we will not make  specifications for the choice of a platform. 

However, none of the platforms provide data provenance tracking and naturally, are not suitable 
for challenges using non-movable big data hosted at Jülich. 

  

                                                
8 In 2017 kaggle announced to reach the number of 1Mio registered users  
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4 Conclusion and Concept  
The range of datasets and corresponding scientific questions collected in this white paper give 
an impression of the variety of challenges Jülich can offer. It seems well-suited as a starting 
point for data science challenges under the joint label “Jülich Challenges”. Their goal is to attract 
ML researchers to Jülich data and questions, to generate solutions and to establish the label 
Jülich Challenges in the ML community. However, not all challenges are already in perfect, 
ready-for-release shape. There is still work needed, e.g., for  

• annotating sufficient data for supervised training and evaluation,  
• providing scripts for reading the data and  
• estimating performance measures in a standardized way.  

We are convinced that this work is doable within less than a year, but support for the groups 
involved and for coordinating and maintaining an initial project is necessary (this should be 
considered as seed money). Currently, the preparation of challenges is a chore that will 
otherwise not be tackled by the institutes: this is likely to change, once Jülich Challenges yield 
first positive results. The benefits for FZJ will be 

• Attraction of ML and AI specialists to our unique data sets, scientific questions and 
therefore, perspectively, to FZJ domains as hubs for AI applications 

• This comes with an increased visibility in the fields of ML and AI - across domains and 
within the ML communities. 

• Successful challenges will provide solutions for Jülich-specific research questions, which 
can be re-used in further projects. 

• As a benefit for participants we will offer to publish their solutions, e.g., in the frame of a 
dedicated workshop (see below). This will result in an increased number of citations for 
FZJ, as each of these publications cite the original dataset and the according initial 
publication (see below).  

Through the activities of the Jülich AI Network (JULAIN) and through several discussions with 
Jülich’s researchers during the development of this concept, it has become clear that Jülich has 
enough data types, datasets, ML applications, and open questions, to serve further challenges. 
It is now important to make the  first set of challenges run successfully, yield attraction and (first 
of all) to yield the targeted scientific solutions. This way, Jülich Challenges are likely to attract 
more FZJ researchers to join the project. 

 

4.1 Next steps 
As a test run for the challenges formulated in this whitepaper, we envision an internal data 
science hackathon, offering them to Jülich students, PhD students, or interested data 
scientists (opening this hackathon to the Helmholtz AI community can be considered). This will 
provide feedback on the problem statements, the preparation of data and scripts and, finally, on 
baseline solutions that are to be outperformed in the final version of the challenge. If enough 
challenges, after the initial hackathon, still offer open questions, Jülich Challenges will be 
released publicly. 

To allow for a quick release of the pre-tested dataset challenges, each group should use an 
existing platform -- Kaggle, Codalab, AIcrowd, or Ramp -- that is suited to the challenge’s 
specifics. This allows a fast setup. Further, it reduces the risk of a dependency on a specific 
platform, and enlarges the potential user base for Jülich data. To present the challenges as a 
unified project nevertheless, we would set up a joint website presenting the project and each 



Jülich Challenges Whitepaper 

Stand: 19.12.2019  Seite 20 von 22 

data challenge with a link to the challenge platform and a summary of each challenge’s 
leaderboard.   

 
Jülich challenges will be advertised through both domain and ML communities and the 
Helmholtz AI community. For that, the authors of this whitepaper will publish an article in a 
renowned journal, introducing the challenges and their baseline solutions that should be 
outperformed. They will also organize a dedicated Jülich Challenges Workshop, preferably 
in the frame of a renowned ML conference, e.g. ICML 2021 in Seoul, South Korea. To attract 
ML experts to these challenges, we will offer to publish high-performing solutions in the 
proceedings of that workshop, as well as a special issue of a suitable journal, and the winners of 
a challenge will be awarded an invitation to the workshop including a travel fund. 

 

4.2 Outlook:  Integrating Jülich Challenges into Jülich’s computing 
facilities and DataLad 

Perspectively, we will set up a dedicated Jülich Challenges platform, and migrate the 
challenges to Jülich’s computing facilities. This would enable us to collect, train, evaluate, and 
finally re-use code submissions at Jülich. Further, by integrating Jülich’s DataLad (developed at 
INM-7, see below), we will achieve transparent provenance tracking of data and code, not 
available in any other challenge platform so far -- a unique selling point. 

DataLad, developed at Michael Hanke’s group at INM-7 is an open source software solution for 
sustainable and transparent provenance tracking of data and code. It provides joint 
management of code and data, enabling to comprehensively track the exact state of any 
analysis inputs that produced a result — across the entire lifetime of a project, and across 
multiple datasets. Therefore, DataLad's datasets are a suitable data structure for dissemination 
of challenge-related data. They are lightweight containers that afford flexible transport logistics 
for any relevant data hosting choices. Challenge maintainers can prepare one or more datasets 
for each challenge that can contain any necessary supporting code, and actionable references 
to all data (with support for authentication and optional, transparent encryption of sensitive 
data). Each dataset is a fully version-controlled entity. Challenge participants can not only use 
them to obtain all materials, but also alter them, add their own code and produced results. Such 
a modified dataset is then a comprehensive data structure for results, and can be used for their 
submission on the platform. Importantly, DataLad provides client-side functionality to capture 
the execution of analysis code with support for dedicated containerized computational 
environments. The provenance tracking is comprehensive enough to afford automatic re-
execution by challenge maintainers. DataLad is based on Git, an industry standard for version 
control and collaborative development. DataLad itself and all its software dependency are free 
software, and can be used without license costs for any purpose. Furthermore it requires no 
dedicated server infrastructure or maintenance thereof. Consequently the total cost of adopting 
this solution is minimal.  

 

4.3 What’s missing 
To realize these ambitious plans, we are lacking sufficient experience in hosting data science 
challenges and, first of all, manpower to catch that up. Therefore, we come up with the 
requirement of a dedicated data science expert, who is able to do the actual work,  

• thus finally bringing our data into shape and 
• implementing interfaces according to each's platform requirements,  
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• setting up and maintaining aforementioned website and,  
• perspectively, setting up one of the open source frameworks as Jülich Challenges 

Platform at Jülich’s computing facilities, integrated with DataLad.  
Continuously offering to Jülich’s institutes support in setting up challenges requires two 
ingredients: solid data maintenance- as well as ML expertise. The latter will be available through 
Helmholtz AI HLST at JSC, while the former can be provided by DataLad expertise in Michael 
Hanke’s group at INM-7. Both groups support the further development and progress of Jülich 
Challenges in close cooperation.  

We estimate one FTE for half a year for setting up the initial set of Jülich Challenges. For 
sustainable development in terms of conceptual work and integration into DataLad’s paradigms 
right from the beginning, we propose to place this position into Michael Hanke’s group at INM-7. 
A long-term perspective for this position is needed to ensure continuous maintaining of 
existing and integrating further challenges with requirements beyond the initially provided 
functionality. 

Additionally, travel costs in terms of travel funds to be offered to challenge winners as well as 
for the workshop participation of the organizers are estimated to 15k€/a. 

Further costs may arise as publication costs for a special issue inviting selected papers from 
the ‘Jülich Challenges’ workshop.  
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